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pip install scikit-learn==1.0.2

# load_boston()= ZEIAHMEOUNA AMZO 0IE ArE5HI] oAM= MI&

HEC=2 X 2R
pip install mglearn

7He 2t 7R 218 Window PC, jupyter notebook

from IPython.display import display, Image
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import matplotlib



from matplotlib import font_manager, rc
import matplotlib.pyplot as plt
import platform

path = "C:/Windows/Fonts/malgun.ttf"
if platform.system() == "Windows":
font_name = font_manager.FontProperties(fname=path).get_name()
rc('font', family=font_name)
elif platform.system()=="Darwin":
rc('font', family="AppleGothic")
else:
print("Unknown System™)

matplotlib.rcParams['axes.unicode _minus'] = False
%matplotlib inline

import numpy as np

import matplotlib.pyplot as plt

import matplotlib

print("numpy H & ", np.__version_ )
print("matplotlib HH& : ", matplotlib._ version_ )

# 28X &HEH AS S, X 2.
import mglearn

import sklearn

print("sklearn HH& : ", sklearn.__version_ )

print("mglearn H& : ", mglearn._ version_ )

from sklearn.model_selection import train_test_split
from sklearn.linear_model import LinearRegression

numpy HH& : 1.26.4
matplotlib HH& : 3.9.0
sklearn H& : 1.0.2
mglearn H& : 0.1.9
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from sklearn.linear_model import LinearRegression
from sklearn.datasets import load_boston
import pandas as pd

HOIH =2{27| 27t & &

# sklearn 0| &

boston = load_boston()

X = boston.data # 2= OOoH - 22X
y = boston.target # £ HO0H - ¢

C:\Users\user\anaconda3\envs\sklearn102\1lib\site-packages\sklearn\utils\deprecati
on.py:87: FutureWarning: Function load_boston is deprecated; "load_boston™ is dep
recated in 1.0 and will be removed in 1.2.

The Boston housing prices dataset has an ethical problem. You can refer to
the documentation of this function for further details.

The scikit-learn maintainers therefore strongly discourage the use of this
dataset unless the purpose of the code is to study and educate about
ethical issues in data science and machine learning.

In this special case, you can fetch the dataset from the original
source::

import pandas as pd
import numpy as np

data_url = "http://lib.stat.cmu.edu/datasets/boston"

raw_df = pd.read _csv(data_url, sep="\s+", skiprows=22, header=None)
data = np.hstack([raw_df.values[::2, :], raw_df.values[1l::2, :2]])
target = raw_df.values[1::2, 2]

Alternative datasets include the California housing dataset (i.e.
:func: ~sklearn.datasets.fetch_california_housing ) and the Ames housing

dataset. You can load the datasets as follows::

from sklearn.datasets import fetch_california_housing
housing = fetch_california_housing()

for the California housing dataset and::

from sklearn.datasets import fetch_openml
housing = fetch_openml(name="house_prices", as_frame=True)

for the Ames housing dataset.
warnings.warn(msg, category=FutureWarning)
boston = load_boston()

X = boston.data #d ool - X
y = boston.target # =8 0oy - ¢

ol

print( boston.keys() )
print( boston.feature_names )



dict_keys(['data’,

e'])
['CRIM' 'ZN'
'B' 'LSTAT']

"INDUS'

'target’,

"CHAS'

"N

oX'

# HOA OOIHZEdECZ HE

df = pd.DataFrame(X, columns=boston.feature_names)

df['target'] =y

df

501

502

503

504

505

CRIM

0.00632

0.02731

0.02729

0.03237

0.06905

0.06263

0.04527

0.06076

0.10959

0.04741

ZN INDUS CHAS

18.0
0.0
0.0
0.0

0.0

0.0
0.0
0.0
0.0

0.0

2.31

7.07

7.07

2.18

2.18

11.93

11.93

11.93

11.93

11.93

506 rows x 14 columns

0.0

0.0

0.0

0.0

0.0

0.0

0.0

0.0

0.0

0.0

'RM' 'AGE'

NOX

0.538

0.469

0.469

0.458

0.458

0.573

0.573

0.573

0.573

0.573

'feature_names',

RM

6.575

6.421

7.185

6.998

7.147

6.593

6.120

6.976

6.794

6.030

'DESCR',

'DIS’

AGE

65.2

78.9

61.1

45.8

542

69.1

76.7

91.0

89.3

80.8

'RAD’

DIS

4.0900

4.9671

4.9671

6.0622

6.0622

2.4786

2.2875

2.1675

2.3889

2.5050

'filename',

'"TAX' 'PTRATIO'

"data_modul

RAD TAX PTRATIO

1.0 296.0

2.0 2420

20 2420

3.0 2220

3.0 2220

1.0 2730

1.0 273.0

1.0 2730

1.0 2730

1.0 273.0
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plt.hist(y)
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X_train, X_test, y train, y_test = train_test_split(X, vy,
test_size=0.3,
random_state=42)

model = LinearRegression().fit(X_train, y train) # SI=
pred = model.predict(X_test)
pred




array([28.64896005, 36.49501384, 15.4111932 , 25.40321303, 18.85527988,
23.14668944, 17.3921241 , 14.07859899, 23.03692679, 20.59943345,
24.82286159, 18.53057049, -6.86543527, 21.80172334, 19.22571177,
26.19191985, 20.27733882, 5.61596432, 40.44887974, 17.57695918,
27.44319095, 30.1715964 , 10.94055823, 24.02083139, 18.07693812,
15.934748 , 23.12614028, 14.56052142, 22.33482544, 19.3257627 ,
22.16564973, 25.19476081, 25.31372473, 18.51345025, 16.6223286 ,
17.50268505, 30.94992991, 20.19201752, 23.90440431, 24.86975466,
13.93767876, 31.82504715, 42.56978796, 17.62323805, 27.01963242,
17.19006621, 13.80594006, 26.10356557, 20.31516118, 30.08649576,
21.3124053 , 34.15739602, 15.60444981, 26.11247588, 39.31613646,
22.99282065, 18.95764781, 33.05555669, 24.85114223, 12.91729352,
22.68101452, 30.80336295, 31.63522027, 16.29833689, 21.07379993,
16.57699669, 20.36362023, 26.15615896, 31.06833034, 11.98679953,
20.42550472, 27.55676301, 10.94316981, 16.82660609, 23.92909733,

5.28065815, 21.43504661, 41.33684993, 18.22211675, 9.48269245,
21.19857446, 12.95001331, 21.64822797, 9.3845568 , 23.06060014,
31.95762512, 19.16662892, 25.59942257, 29.35043558, 20.13138581,
25.57297369, 5.42970803, 20.23169356, 15.1949595 , 14.03241742,
20.91078077, 24.82249135, -0.47712079, 13.70520524, 15.69525576,
22.06972676, 24.64152943, 10.7382866 , 19.68622564, 23.63678009,
12.07974981, 18.47894211, 25.52713393, 20.93461307, 24.6955941 ,

7.59054562, 19.01046053, 21.9444339 , 27.22319977, 32.18608828,
15.27826455, 34.39190421, 12.96314168, 21.01681316, 28.57880911,
15.86300844, 24.85124135, 3.37937111, 23.90465773, 25.81792146,
23.11020547, 25.33489201, 33.35545176, 20.60724498, 38.4772665 ,
13.97398533, 25.21923987, 17.80946626, 20.63437371, 9.80267398,
21.07953576, 22.3378417 , 32.32381854, 31.48694863, 15.46621287,
16.86242766, 28.99330526, 24.95467894, 16.73633557, 6.12858395,
26.65990044, 23.34007187, 17.40367164, 13.38594123, 39.98342478,
16.68286302, 18.28561759])
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type(pred)

numpy .ndarray

pred[ pred < 0] = 0
pred



array([28.64896005, 36.49501384,
23.14668944, 17.3921241 ,
24.82286159, 18.53057049,
26.19191985, 20.27733882,
27.44319095, 30.1715964 ,
15.934748 , 23.12614028,
22.16564973, 25.19476081,
17.50268505, 30.94992991,
13.93767876, 31.82504715,
17.19006621, 13.80594006,
21.3124053 , 34.15739602,
22.99282065, 18.95764781,
22.68101452, 30.80336295,
16.57699669, 20.36362023,
20.42550472, 27.55676301,

5.28065815, 21.43504661,
21.19857446, 12.95001331,
31.95762512, 19.16662892,
25.57297369, 5.42970803,
20.91078077, 24.82249135,
22.06972676, 24.64152943,
12.07974981, 18.47894211,

7.59054562, 19.01046053,
15.27826455, 34.39190421,
15.86300844, 24.85124135,
23.11020547, 25.33489201,
13.97398533, 25.21923987,
21.07953576, 22.3378417 ,
16.86242766, 28.99330526,
26.65990044, 23.34007187,
16.68286302, 18.28561759])
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33.
17.
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24.
17.

4111932 ,
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B

.61596432,
10.
14.
25.
20.
42.
26.
15.
33.
31.
26.
10.
41.
21.
25.
20.

94055823,
56052142,
31372473,
19201752,
56978796,
10356557,
60444981,
95555669,
63522027,
15615896,
94316981,
33684993,
64822797,
59942257,
23169356,

B
7382866
52713393,
9444339 ,
96314168,

35545176,
80946626,
32381854,
95467894,
40367164,
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import pandas as pd
import numpy as np

error = y_test - pred
error2 = (y_test - pred)*#*2

40
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16.
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15.
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92083139,
33482544,
51345025,
90440431,
62323805,
31516118,
11247588,
85114223,
29833689,
06833034,
82660609,
22211675,
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dict dat = {"& HMat":y test, "0 =gt":pred, "@X":error,

"Q@ XM =" :error2}
dat = pd.DataFrame(dict_dat )
dat
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18.
19.
16.
24.
27.
30.
39.
12.
21.
11.
23.
.48269245,
23.
20.
14.
15.
23.
24.
32.
28.
25.
4772665 ,
.80267398,
.46621287,
.12858395,
39.

38

15

85527988,
59943345,
22571177,
57695918,
07693812,
3257627 ,
6223286 ,
86975466,
01963242,
08649576,
31613646,
91729352,
97379993,
98679953,
92909733,

06060014,
13138581,
03241742,
69525576,
63678009,
6955941 ,
18608828,
57880911,
81792146,

98342478,



Az ol =53k X XHE
0 236 28648960 -5.048960 25491998
1 324 36495014 -4095014 16.769138
2 136 15411193 -1.811193  3.280421
3 228 25403213 -2603213  6.776718

4 16.1 18.855280 -2.755280 7.591567

147 17.1 17.403672 -0.303672 0.092216
148 145 13.385941  1.114059 1.241127
149 50.0 39.983425 10.016575 100.331779
150 143 16.682863 -2.382863 5.678036

151 12.6 18.285618 -5.685618  32.326247

152 rows x 4 columns

dat['QXE U] = abs(dat['2Xt'])
dat

Az Ol 53k X XHE <XPRCHZE
0 236 28648960 -5.048960 25491998 5048960
1 324 36495014 -4095014 16769138  4.095014
2 136 15411193 -1.811193  3.280421  1.811193
3 228 25403213 -2603213 6776718  2.603213

4 16.1 18.855280 -2.755280 7.591567 2.755280

147 17.1 17.403672 -0.303672 0.092216 0.303672
148 145 13.385941  1.114059 1.241127 1.114059
149 50.0 39.983425 10.016575 100.331779 10.016575
150 143 16.682863 -2.382863 5.678036 2.382863

151 12.6 18.285618 -5.685618  32.326247 5.685618

152 rows x 5 columns
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» MAE(mean absolute error) : W@ HCiZt 2k}
* MAPE(mean absolute percentage error) : Bt HL{Zt BHEE 2%}



» MSE(mean squared error) : B M& 2%t
= RMSE(root mean squared error) : B H&2 2%t

= RMLSE(Root Mean Squared Logarithmic Error)

### MAE (mean absolute error)
mae_val = dat['2XE 2L " ].sum() / dat.shape[0]
mae_val

3.114403581586905

### MSE (mean squared error)
mse_val = dat['2@ XM ="'].sum() / dat.shape[0]
mse_val

20.461135916905192

### RMSE(Root Mean Squared Error)
rmse_val = np.sqrt(mse_val)
rmse_val

4.523398713014937

(A&) RMLSE 22 Tl 2 X},

dat['& Ml gt_log'] = np.log( dat['&HMzat'] +1 )
dat['0l =2t _log'] = np.log( dat['0I=at'] +1 )
dat['logl XM ="'] = (dat['& M3t _log'] - dat['0I=zgt_log']) ** 2

dat
Al
a SXHEIl  AMMZ  oZZL log2%t
X =2 X% QXN 2 N _
31; vV EHs r H| B 2t 'log “log A=

0 236 28648960 -5.048960 25491998 5.048960 3.202746 3.389427 0.034850
1 324 36495014 -4.095014 16.769138 4.095014 3.508556 3.624208 0.013375
2 136 15411193 -1.811193 3.280421  1.811193 2.681022 2.797964 0.013675
3 228 25403213 -2.603213 6.776718 2.603213 3.169686 3.273486 0.010774

4 16.1 18.855280 -2.755280 7.591567 2755280 2.839078 2.988470 0.022318

147 17.1 17403672 -0.303672 0.092216 0303672 2.895912 2.912550 0.000277
148 145 13.385941  1.114059 1241127  1.114059 2.740840 2.666251 0.005563
149 50.0 39.983425 10.016575 100.331779 10.016575 3.931826 3.713168 0.047811
150 143 16.682863 -2.382863 5.678036  2.382863 2.727853 2.872596 0.020951

151 126 18.285618 -5.685618 32.326247 5.685618 2.610070 2.959360 0.122003

152 rows x 8 columns



### RMLSE(Root Mean )
mlse_val = dat['log@ XMl "'].sum() / dat.shape[0]
print("mlse value :", mlse_val)

rmlse_val = np.sqrt(mlse_val)
print("rmlse value :", rmlse_val)

mlse value : 0.12426815124184605
rmlse value : 0.3525168807899078

04 2|2 B7IX| & THot7|
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sklearns &%t B7tX| & o}
import numpy as np

from sklearn.metrics import mean_absolute_error

from sklearn.metrics import mean_squared_error
from sklearn.metrics import mean_squared_log error

### MAE(mean absolute error) : B3 HUgt 22X
mean_absolute_error(y_test, pred)

3.114403581586905

### MSE (mean squared error)
mean_squared_error(y_test, pred)

20.461135916905192

### MSLE (mean squared lLog error)
mean_squared_log error(y_test, pred)

0.12426815124184605

### RMSE(Root Mean Squared Error)
rmse_val = np.sqrt( mean_squared_error(y_test, pred) )
rmse_val

4.523398713014937

### RMLSE(Root Mean Log Squared Error)
rmlse_val = np.sqrt( mean_squared_log error(y_test, pred) )
rmlse_val

0.3525168807899078
11 =2 =LA —
HWIIX|HEE &2 Tr=7|

MAE (mean absolute error)
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def mae_1(y_test, y pred):
error = y _test - y pred
abs_error = np.abs(error)
mae_val = np.mean(abs_error)
return mae_val

mae_1(y_test, pred)

3.114403581586905

MSE (mean squared error)

o ZtZto| HIOIE S| (RMIEL-CIFah) ~ 2 2 & & HOIH2 MEL| /a2 LIFOEA

def mse_1(y_test, y pred):
error = y _test - y pred
error_2 = (error) ** 2
mse_val = np.mean(error_2)
return mse_val

mse_1(y_test, pred)

20.461135916905192

RMSE (root mean squared error)

o Zt HiOJE 2l (EHMa-0I52) ~ 2 2 &= HIoIHS ME2| 72 L+0f & 0|%

of e 227

def rmse_1(y_test, y_pred):
error = y_test - y_pred
error_2 = (error) ** 2
rmse_val = np.sqrt( np.mean(error_2) )
return rmse_val

rmse_1(y_test, pred)

4.523398713014937

MAPE(Mean Absolute Percentage Error)

e MAEE HUEZ Hzt

def MAPE(y_test, y pred):
error = (y_test - y pred)/y_test
mape_error = np.abs(error)
return np.mean( mape_error ) * 100

MAPE(y_test, pred)

15.858437956856678



MPE(Mean Percentage Error)

e MAPEO|A ZLiZts M eleh X[ &#

def MAE(y_test, y_pred):
return np.mean( (y_test - y pred) / y_test ) * 100

MAE(y_test, pred)

-1.4494655388253086

RMLSE

def rmsle(y_test, y pred):
log vy = np.loglp(y_test)
log pred = np.loglp(y_pred)
squared_error = (log y - log pred) ** 2
rmsle = np.sqrt(np.mean(squared_error))
return rmsle

rmsle(y_test, pred)
0.3525168807899078

o QO 2 T 7t AS ER, HIF2L0] 00[3+2] 0] EMSIEZ logTp( )=
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kaggle GIO|E{ A : https://www.kaggle.com/datasets/harlfoxem/housesalesprediction
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https://www.kaggle.com/datasets/harlfoxem/housesalesprediction

