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o EX|AEl 3|7(Logistic regression)

o MIZE HIE| 04l (support vector machine)
In [5]:
# ot=

import matplotlib

from matplotlib import font_manager, rc

font_loc = "C:/Windows/Fonts/malgunbd.ttf"

font_name = font_manager .FontProperties(fname=font_loc).get_name()
matplotlib.rc('font', family=font_name)

matplot!lib.rcParams[ 'axes.unicode_minus'] = False

%matplotlib inline

ZlojE2{2| E2{27]

In [6]:

from sklearn.linear_model import LogisticRegression
from sklearn.svm import LinearSVC

import mglearn

import matplotlib.pyplot as plt
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In [7]:

X, vy = mglearn.datasets.make_forge()
print(X.shape, y.shape)
print(X[:5], y[:5]) # 5 CIOIE

(26, 2) (26,)

[[ 9.96346605 4.59676542]
[11.0329545 -0.16816717]
[11.54155807 5.21116083]
[ 8.69289001 1.54322016]
[ 8.

1062269  4.28695977]] [1 0 1 0 0]

C:WUser stWWJiWanaconda3®t| ibiWs i te—packagestisklearnitut i I sdeprecation.py:86: FutureWarni
ng: Function make_blobs is deprecated; Please import make_blobs directly from scikit
—learn

warnings.warn(msg, category=FutureWarning)
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In [8]: M

fig, axes = plt.subplots(1, 2, figsize=(10,3))

for model, ax in zip([LinearSVC(), LogisticRegression()], axes):
clf = model.fit(X, y)
mglearn.plots.plot_2d_separator(clf, X, fill=False, eps=0.5, ax=ax, alpha=0.7)
mglearn.discrete_scatter (X[:,0], X[:,1], vy, ax=ax)
ax.set_title(clf. __class__.__name__)
ax.set_xlabel ("S4 0")
ax.set_ylabel ("S4 1")
axes[0]. legend()

C:WUser stWJiWanaconda3it| ibiWs i te—packagestisk | ear nitsvmif_base.py:976: Convergencelarnin
g: Liblinear failed to converge, increase the number of iterations.
warnings.warn("Liblinear failed to converge, increase "

Out [8]:
<matplot!lib.legend.Legend at Ox2bcfbac4f40>
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In [9]:

mglearn.plots.plot_linear_svc_regularization()

C = 0.070000 C = 10.000000 C = 1000.000000
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In [10]:

from sklearn.datasets import load_breast_cancer
cancer = load_breast_cancer ()
from sklearn.model_selection import train_test_split
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In [11]: M

X_train, X_test, y_train, y_test = train_test_split(cancer.data, cancer.target,
stratify=cancer.target,
random_state=42)

# Co JlEgte 1

logreg = LogisticRegression(C=1).fit(X_train, y_train)

print("&& NE &= : { .3f}" . format(logreg.score(X_train, y_train)))
A= 0 {:.3f}" . format(logreg.score(X_test, y_test)))

28 NE 8= 1 0.941
HAE NE &= 1 0.965

C:#WUser stWJiWanaconda3it| ibs i te—packagestisk learnit| inear_modelW_logistic.py:762: Conve
rgenceWarning: Ibfgs failed to converge (status=1):
STOP: TOTAL NO. of ITERATIONS REACHED LIMIT.

Increase the number of iterations (max_iter) or scale the data as shown in:
https://scikit—-learn.org/stable/modules/preprocessing.html (https://scikit-lear

n.org/stable/modules/preprocessing.html)

Please also refer to the documentation for alternative solver options:
https://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression (h

ttps://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression)

n_iter_i = _check_optimize_result(
o 7|22 C=10| SHMEQ} HAE AF0|95%E L2 If 28T
» CH ZHMEQHAE MEQ| d&50| Uf HIXSIEE IfAKS o2 THEFE.

o RO HSFS 27| 2ol CE S7HAIAS.

n [12]: M
logreg100 = LogisticRegression(C=100).fit(X_train, y_train)

print("2& ME &2 : {:.3f}".format(logreg100.score(X_train, y_train)))
print("HIAE HE &z : {:.3f}".format(logregi100.score(X_test, y_test)))

28 NE &= 1 0.951
AE

NE &= :0.958

C:WUser stWJiWanaconda3it| ibs i te—packagestisk learnit| inear_modelW_logistic.py:762: Conve
rgenceWarning: Ibfgs failed to converge (status=1):
STOP: TOTAL NO. of ITERATIONS REACHED LIMIT.

Increase the number of iterations (max_iter) or scale the data as shown in:
https://scikit—learn.org/stable/modules/preprocessing.html (https://scikit—lear

n.org/stable/modules/preprocessing.html)

Please also refer to the documentation for alternative solver options:
https://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression (h

ttps://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression)

n_iter_i = _check_optimize_result(
e EPANEZ-EFI/BI > EYEIE2 R2Y =58 450 £
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In [13]: M
logreg001 = LogisticRegression(C=0.01).fit(X_train, y_train)

print("2& ME &% : {:.3f}".format(logreg001.score(X_train, y_train)))
print("EIA S|

28 NE 8=+ 1 0.937
HAE NE &= 1 0.930

C:WUser stWJiWanaconda3it| ibWs i te—packagestisk learnit| inear_modelW_logistic.py:762: Conve
rgenceWarning: Ibfgs failed to converge (status=1):
STOP: TOTAL NO. of ITERATIONS REACHED LIMIT.

Increase the number of iterations (max_iter) or scale the data as shown in:
https://scikit—-learn.org/stable/modules/preprocessing.html (https://scikit-lear
n.org/stable/modules/preprocessing.html)
Please also refer to the documentation for alternative solver options:
https://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression (h
ttps://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression)
n_iter_i = _check_optimize_result(

In [14]: M

plt.plot(logreg100.coef_.T, '~', label="C=100")
plt.plot(logreg.coef_.T, 'o', label="C=1")
plt.plot(logreg001.coef_.T, 'v', label="C=0.01")

xlims = plt.xlim()
plt.hlines(0, xlims[0], xlims[1])

plt.ylim(-5, 5
plt.xlabel ("S
plt.ylabel ("H|
plt.legend()
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Out[14]:

<matplotlib.legend.Legend at Ox2bcfbci1ba90>
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In [15]:

plt.figure(figsize=(10,8))
plt.plot(logreg100.coef_.T, '~', label="C=100")
plt.plot(logreg.coef_.T, 'o', label="C=1")
plt.plot(logreg001.coef_.T, 'v', label="C=0.001")
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HEota AZ. (00 7H&AH, 022 Tt

plt.xticks(range(cancer.data.shapel[1]), cancer.feature_names, rotation=90)
xlims = plt.xlim()
plt.hlines(0, xIims[0], xlims[1])
plt.xlim(x!lims)
plt.ylim(-5, 5)
plt.xlabel ("E4")
plt.ylabel ("H=Z= 3AI|")
plt.legend()
Out[15]:
<matplot!lib.legend.Legend at Ox2bcfbc95580>
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In [18]: M

for C, marker in zip([0.001, 1, 100], ['o', '~", 'v']):
[r_I1 = LogisticRegression(C=C,
penalty="none",
solver="lbfgs',
max_iter=100).fit(X_train, y_train)
print("C={:.3f} @ |1 ZXAE A && H&T: {:.2f}" . format(
C, Ir_I1.score(X_train, y_train)))
print("C={:.3f} ¢ |1 X AE A HAE H&T: {:.2f}".format(
C, Ir_I1.score(X_test, y_test)))
plt.plot(Ir_I1.coef_.T, marker, label="C={:.3f}".format(C))

plt.xticks(range(cancer.data.shapel[1]), cancer.feature_names, rotation=90)
xlims = plt.xlim()

plt.hlines(0, xlims[0], xlims[1])

plt.xlim(x!ims)

plt.xlabel ("SA")

plt.ylabel ("Hz= 3AJ1")

plt.ylim(-5, 5)
plt.legend(loc=3)

C=0.001 ¢ 11 2XAE 22 & H&T: 0.94
C=0.001 ¢! |1 2XAE 2|2 HAE H&ET: 0.95
C=1.000 ! |1 2XAE 2|2 & H&EE: 0.94
C=1.000 ! |1 2XAE /A2 HAE H&EET: 0.95
C=100.000 oI 11 2XIAE 3l && H&E: 0.94
C=100.000 &I 11 2XIAE A HAE HEEE: 0.95

C:WUser siWWJiWanaconda3®t| ibiWs i te—packagestisklearnitl inear_modeIW_logistic.py:1320: Us

erWarning: Setting penalty="none' will ignore the C and |1_ratio parameters
warnings.warn(

C:WUser stiWJtanacondadt| ibts i te—packagestsk learnt| inear_mode I#_logistic.py:762: Con

vergencelWarning: Ibfgs failed to converge (status=1):

STOP: TOTAL NO. of ITERATIONS REACHED LIMIT.

Increase the number of iterations (max_iter) or scale the data as shown in:
https://scikit-learn.org/stable/modules/preprocessing.html (https://scikit-lea
rn.org/stable/modules/preprocessing.html)
Please also refer to the documentation for alternative solver options:
https://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression
(https://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression)
n_iter_i = _check_optimize_result(
C:WUser siWWJiWanaconda3®t| ibiWs i te—packagestisklearnitl inear_modeIW_logistic.py:762: Con
vergenceWarning: Ibfgs failed to converge (status=1):
STOP: TOTAL NO. of ITERATIONS REACHED LIMIT.

Increase the number of iterations (max_iter) or scale the data as shown in:
https://scikit—learn.org/stable/modules/preprocessing.html (https://scikit—lea
rn.org/stable/modules/preprocessing.html)
Please also refer to the documentation for alternative solver options:
https://scikit—learn.org/stable/modules/|inear_model .html#logistic—regression
(https://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression)

n_iter_i = _check_optimize_result(
C:WUser stWWJiWanaconda3it| ibiWs i te—packagestisklearnitl inear_modeIW_logistic.py:1320: Us
erWarning: Setting penalty='none' will ignore the C and |1_ratio parameters

warnings.warn(
C:WUser siWWJWanaconda3®t| ibiWs i te—packagestisklearnil inear_modelIW_logistic.py:762: Con
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vergenceWarning: Ibfgs failed to converge (status=1):
STOP: TOTAL NO. of ITERATIONS REACHED LIMIT.

Increase the number of iterations (max_iter) or scale the data as shown in:
https://scikit-learn.org/stable/modules/preprocessing.html (https://scikit-lea
rn.org/stable/modules/preprocessing.html)
Please also refer to the documentation for alternative solver options:
https://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression
(https://scikit—learn.org/stable/modules/|inear_model .html#logistic-regression)
n_iter_i = _check_optimize_result(

Out[18]:
<matplot!lib.legend.Legend at Ox2bcfbd896d0>

4 4
2
B L] L]
Py L]
m G'_..'"_"r"'_""""“'_"_'_
i Eg " L] ]
T Ty
2
® =000
4] & c=1000
¥  C=100.000
T T T TrTrTrTrT T T T T T T T T T T T T T T T T T T T
[T T n - S ks ks e ke e L ke b e e W on [T
SEED Sl EEEEPEEEEEEESSERYIBELS
LM EC N cPl oo 0gaTganl pReMEERGES
EdEcEtYREg iyt mumnonme COEREEEAER
cE e D R Er SR g P e e R LB EW EE
mE Y5 ox s o RN R ERF o ROl 0 l.lgm-—
L8 cEEECO CRZE"EHBRESSE L EE 0L
Em OBE@m +~&= HaE E =P YMolcbvg
a [ oo DD-‘:'“":H_E o = o054
E GEECER & 2glEas oz Fh=zrzg
EE = ¢ F8 O § 2z ¥
E = oo -
E & I z &
E = =
=y
history

» Machine Learning with sklearn @ DJ,Lim
» date : 2020/12/02 -- version 03

localhost:8888/notebooks/Documents/GitHub/MachineLearning_Basic_Class/ch02_01_04_binary_classification.ipynb# 10/10


https://scikit-learn.org/stable/modules/preprocessing.html
https://scikit-learn.org/stable/modules/linear_model.html#logistic-regression

