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e i3] =X : Bike Sharing Demand

* https://www.kaggle.com/c/bike-sharing-demand

Data Fields

ey
datetime
season

holiday

workingday

weather

temp
atemp
humidity
windspeed
casual
registered

count

CL:

hourly date + timestamp

1 = spring(&), 2 = summer(0{E), 3 = fall(7}2), 4 = winter(7{=2)

whether the day is considered a holiday(& 2 I X| OF I X|)

whether the day is neither a weekend nor holiday(FZ = U= Ofl ZQIX])

1: Clear, Few clouds, Partly cloudy, Partly cloudy
2: Mist + Cloudy, Mist + Broken clouds, Mist + Few clouds, Mist

3: Light Snow, Light Rain + Thunderstorm + Scattered clouds, Light Rain + Scattered clouds

4: Heavy Rain + Ice Pallets + Thunderstorm + Mist, Snow + Fog
temperature in Celsius ()

"feels like" temperature in Celsius (M| Z2%)

relative humidity (& =)

wind speed (HI2H& =

number of registered user rentals initiated (7} 2 X} AH R X)

number of total rentals (B X 2 EF Cif )

number of non-registered user rentals initiated (H| 7t 2 Xt AL R X)


https://www.kaggle.com/
https://www.kaggle.com/c/bike-sharing-demand
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import pandas as pd
from sklearn.model_selection import train_test_split

from sklearn.neighbors import KNeighborsRegressor

train = pd.read_csv("../bike/train.csv", parse_dates=['datetime'])
test = pd.read_csv("../bike/test.csv", parse_dates=['datetime'])
sub = pd.read_csv("../bike/sampleSubmission.csv")
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=
sel = ['season', 'weather', 'temp']

X_tr_all = train[sel] # St52 OIS B Aed

y_tr_all = train['count'] # &2 HOIEHS 8ols HE HEd
last_X_test = test[sel] # X2E =, HAE OIS H HEd

HOIE Lt~

o 358 {O|E M(train)2 S&SHAE(73)2 2 LH7|

X_train, X_test, y_train, y_test = train_test_split(X_tr_all,
y_tr_all,
test_size=0.3,
random_state=77)
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from sklearn.linear_model import LinearRegression

model = LinearRegression()
model . fit(X_train, y_train)

# score()8+2 08 - ZHAH L ol
print("s¢&52 ME Z™AH<%: {:.3f}". format(model.score(X_train, y_train)))
print("HIAE NE Z2&A=: {:.3f}". format(model.score(X_test, y_test)))
model .predict (X_test) o= (Mae golga)

SIie82 ME Z238H=: 0.175

HAE NE Z&EH=: 0.163

array([207.35014841, 159.81017357, 235.16616427, ..., 145.59903806,
182.62193532, 53.83291236])
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print( model.coef_ ) # 2
print( model.intercept_) # 2
[ 11.40588087 -30.62127051 8.
32.6138949247285

66532654 ]
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# sub = pd.read_csv("../bike/sampleSubmission.csv")
pred = model.predict(last_X_test) # 0=
sub['count'] = pred

sub

datetime count
0 2011-01-20 00:00:00 105.770886
1 2011-01-20 01:00:00 105.770886
2 2011-01-20 02:00:00 105.770886
3 2011-01-20 03:00:00 105.770886

4 2011-01-20 04:00:00 105.770886

6488 2012-12-3119:00:00 75.149616
6489 2012-12-3120:00:00 75.149616
6490 2012-12-3121:00:00 105.770886
6491 2012-12-31 22:00:00 105.770886

6492 2012-12-3123:00:00 105.770886

6493 rows x 2 columns

csv It (M=E o) 449 =2, M=

# NS Bt= M= csv IIY, HHBHSE 04D
sub. to_csv("firstsubmission.csv", index=False)
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train.columns

Index(['datetime', 'season', 'holiday', 'workingday', 'weather', 'temp',
"atemp', 'humidity', 'windspeed', 'casual', 'registered', 'count'],
dtype='object"')

sel = ['season', 'holiday', 'workingday', 'weather', 'temp',
‘atemp', 'humidity', 'windspeed']

X_tr_all = train[sel] # StS52 OB H AeH
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last_X_test = test[sel] # HHAE OOl H

y_tr_all = train['count']

C OB Lt=7|
from sklearn.model_selection import train_test_split

X_train, X_test, y_train, y_test = train_test_split(X_tr_all,
y_tr_all,
test_size=0.3,
random_state=77)

model = LinearRegression()

model . fit(X_train, y_train)

# 284 =ol

print("&&2 HME Z&H=Z : {:.3f}". format(model.score(X_train, y_train)))
print("EHIAE HE ZAEHA : {:.3f}". format(model.score(X_test, y_test)))

52 NE Z™HA : 0.262
AE ME Z3A= : 0.257

MAE TS 27|

from sklearn.metrics import mean_absolute_error

preds = model.predict(X_test)
mean_absolute_error(preds, y_test)

115.49633229240679

Ctet2| 4 - PolynomialFeatures

* https://scikit-
learn.org/stable/modules/generated/sklearn.preprocessing.PolynomialFeatures.html

from sklearn.preprocessing import PolynomialFeatures

sel = ['season', 'weather', 'temp']

X_tr = train[sel] # S5 OOIHS B dE
y = train['count']

last_X_test = test[sel] # HAE OIOIE S B oeH

PolynomialFeatures2| G| O|E feature =7} ‘4

transform from (x1, x2) to (1, x1, x2, x172, x1*x2, x2"2)
(x1, x2, x3) to (x1, x2, x3, x172, x272, x372, x1*x2, x1*x3,
x2*¥x3) 3->9

include_bias=Trueg &%, 1 FJ}

(1, x1, x2, x3, x172, x272, x372, x1*x2, x1*x3, x2*x3) 3->10


https://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.PolynomialFeatures.html

ex_X_tr = PolynomialFeatures(degree=2, include_bias=False).fit_transform(X_tr)

X_tr.shape, ex_X_tr.shape

((10886, 3), (10886, 9))

e KT 0FS flet HIAE HOH A

ex_X_test = PolynomialFeatures(degree=2,
include_bias=False).fit_transform(last_X_test)

last_X_test.shape, ex_X_test.shape

((6493, 3), (6493, 9))

X_train, X_test, y_train, y_test = train_test_split(ex_X_tr,

Y,
test_size=0.3,

random_state=77)

model = LinearRegression()
model . fit(X_train, y_train)

# score()&+=5 018 - ZEH = =

print("e&s2 ME ZAEAHZE: {:.3f}". format(model.score(X_train, y_train)))
print("BHIAE HNE ZAEHZ: {:.3f}". format(model.score(X_test, y_test)))

SISE ME Z& A+ 0.199
AE

NE Z38H=+: 0.182

HHE W 28Ax

StE5E NE ZEH%: 0.175
HAE HE Z&EH%: 0.163
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MinMaxScaler (812}

o U G|O|H 2l Zro| HR|E 0-1 AO| 2 HEt
712 2
from sklearn.preprocessing import MinMaxScaler

sel = ['season', 'holiday', 'workingday', 'weather', 'temp',
‘atemp', 'humidity', 'windspeed']



X_tr = train[sel] # 52 OIS Bl KMEH
y_tr = train['count']
last_X_test = test[sel] # HHAE OOIHS Bz MEH

X_train, X_test, y_train, y_test = train_test_split(X_tr,
y_tr,
test_size=0.3,
random_state=77)

m1 = KNeighborsRegressor ()
mi. fit(X_train, y_train)
pred = ml.predict(X_test)

# score()&82+2 0l2 - 232 =ol
print("s&58 NE Z&A=: {:.3f}". format(m1.score(X_train, y_train)))
print("HIAE ME Z&EA=: {:.3f}". format(mi.score(X_test, y_test)))
858 ME Z3A=: 0.474

HAE ME Z2FH=: 0.212

from sklearn.metrics import mean_absolute_error

preds = mi.predict(X_test)
mean_absolute_error (pred, y_test)

116.17372933251684

HetHg

scaler

= MinMaxScaler (). fit(X_tr)
nor_X_tr =

scaler.transform(X_tr)

X_train, X_test, y_train, y_test = train_test_split(nor_X_tr,
y_tr,
test_size=0.3,
random_state=77)

X_train.min(), X_train.max(), X_test.min(), X_test.max()

(0.0, 1.0, 0.0, 1.0)

m2 = KNeighborsRegressor ()
m2. fit(X_train, y_train)
pred = m2.predict(X_test)

E olg - 2835 =2
" format(m2.score(X_train, y_train)))

PN
2 NME Z3AH%: {:.
E NE ZE3HA: {:. " format(m2.score(X_test, y_test)))

stE2 HNE ZAEH=: 0.527
AE

Ell NE Z&8H=: 0.292

print("sts&
A

print("&l

# score()&
=1

from sklearn.metrics import mean_absolute_error

preds = m2.predict(X_test)
mean_absolute_error (pred, y_test)

107.95119412124923
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from sklearn.linear_model import Ridge, Lasso

train.columns

Index(['datetime', 'season', 'holiday', 'workingday', 'weather', 'temp',
"atemp', 'humidity', 'windspeed', 'casual', 'registered', 'count'],
dtype='object"')

f_names = ['season', 'holiday', 'workingday', 'weather', 'temp',
‘atemp', 'humidity', 'windspeed']

X_tr = train[f_names] # 52 OO Bl e
y = train['count"']

last_X_test = test[f_names] # HHAE OOIES H HEd

ex_X_tr = PolynomialFeatures(degree=3, include_bias=False).fit_transform(X_tr)
ex_X_test = PolynomialFeatures(degree=3,
include_bias=False).fit_transform(last_X_test)

X_tr.shape, ex_X_tr.shape, last_X_test.shape, ex_X_test.shape

((10886, 8), (10886, 164), (6493, 8), (6493, 164))

X_train, X_test, y_train, y_test = train_test_split(ex_X_tr,
Y,
test_size=0.4,
random_state=11)

mode| = LinearRegression()

model . fit(X_train, y_train)

# Z2FH % &l

print("sr&se ME Z2EA S {:.3f}". format(model.score(X_train, y_train)))
print("HIAE ME ZAEAZ: {:.3f}". format(model.score(X_test, y_test)))

& ME Z&H=: 0.351
E NME Z&8A=+: 0.308
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m1 = Ridge(alpha=0.10)
mi.fit(X_train, y_train)
# 2FA % =ol
print("&&=2 ME ZEH=2: {:.3f}". format(mi.score(X_train, y_train)))
print("HIAE ME ZEA = {:.3f}". format(m1.score(X_test, y_test)))

Sie8 ME Z&H=+: 0.351
HAE HNE Z&H=: 0.308

mode!l = Lasso(alpha=0.001)
model . fit(X_train, y_train)

#AFAS =ol

=



ZAH %= {:.3f}". format(model.score(X_train, y_train)))
ZAH 2= {:.3f}". format(model.score(X_test, y_test)))
3E5E NE Z23AH % 0.343

AE NE Z2FH2: 0.310

C:WUsersttotofrienditanaconda3dit| ibWsite—-packagesttsklearntt| inear_model#_coordinate_des
cent.py:647: ConvergenceWarning: Objective did not converge. You might want to incre
ase the number of iterations, check the scale of the features or consider increasing
regularisation. Duality gap: 6.977et07, tolerance: 2.123e+04

mode| = cd_fast.enet_coordinate_descent (

o 7|1EQ gule| EZ(Ha)7h 16472 EF (B2 Bk
* lasso ZEO| MH=|F{ L} of7ho] §& &0l /US.

050 & &5 H|uWSH|
=X 0|£8}7|
# Linear Regression(&& 3 2), Ridge(2lXl), Lasso(2tA)

model_list = [LinearRegression(), KNeighborsRegressor (),
Ridge(alpha=10), Lasso(alpha=0.001)]

for model in model_list:
model . fit(X_train, y_train)

print("2& : " model)

print("&e&s2 ME ZEAZS: {:.3f}". format(model.score(X_train, y_train)))
print("HIAE ME ZAEAZL: {:.3f}". format(model.score(X_test, y_test)))

i

LinearRegression()
ME Z2&H=: 0.351
ME Z2&H=: 0.308
KNe ighborsRegressor ()
ME Z2&H=: 0.482
ME Z2&H=: 0.156
Ridge(alpha=10)
ME Z&H=: 0.350
ME Z&A=2: 0.309
Lasso(alpha=0.001)
ME Z2&H=: 0.343
ME Z2&H=: 0.310

C:WUserstHtotofrienditanaconda3i! ibWsite-packagesisklearni|inear_modelW_coordinate_des
cent .py:647: ConvergenceWarning: Objective did not converge. You might want to incre
ase the number of iterations, check the scale of the features or consider increasing
regularisation. Duality gap: 6.977et07, tolerance: 2.123e+04

mode| = cd_fast.enet_coordinate_descent (
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mode!l = Lasso(alpha=0.001)
model . fit(X_train, y_train)



C:WUsersttotofrienditanaconda3it| ibWsite—-packagesitsklearntt| inear_model#_coordinate_des
cent.py:647: ConvergenceWarning: Objective did not converge. You might want to incre
ase the number of iterations, check the scale of the features or consider increasing
regularisation. Duality gap: 6.977et07, tolerance: 2.123e+04

mode| = cd_fast.enet_coordinate_descent (
Lasso(alpha=0.001)

pred = model.predict(ex_X_test) # 0=
sub[ 'count'] = pred

sub. loc[sub['count'] < 0, 'count'] =0
sub . head(3)

datetime count
0 2011-01-20 00:00:00 105.416193
1 2011-01-20 01:00:00 66.081767

2 2011-01-20 02:00:00 66.081767

# SHM M=
sub. to_csv("second_sub.csv", index=False)

| = Score: 1.34721
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