= ol E = -

Z 2%t E%(feature)E M5t WHH
« A7t 22 E7F - dHT S A|(univariate statistics)
o StLIO| REH S Sofj MEi - 2 7|8t MEH(model-based selection)
o DES SOl Bt=X ME - Bt=X {1 El(iterative selection)

4% 2x

« boston C|O|E] A= 2E¢ 0|2 7HX| WS 28 B4 U

21}

1-1-1 O'EHEtEﬁ

o 7H7HQ EMIt EZN(SEHS) ALO|0]| Z23H SAX ZA 7 JEX| ALt
e 2F0M= 2AEA(ANOVA)ZHLT BT
« Zf E(feature)0| S EX O HIF.
o AAtO| DR WEDN WILE Qo 2 0 HRJ} Q3.
H

« SelectPercentile0|A] EHS MEH

=
= 20| 245 So2 YFo| £440] Hlu N ACt,
E i PN
o B2 classifE AFR3ID 3|7 = f_regression= AFRSHC}

import warnings
warnings.filterwarnings(action="ignore')
# warnings.filterwarnings(action='default"')



In [2]:

from sklearn.feature_selection import SelectPercentile
from sklearn.feature_selection import f_regression, f_classif

from sklearn.model_selection import train_test_split

from sklearn.datasets import load_boston

from sklearn.preprocessing import MinMaxScaler, PolynomialFeatures
import numpy as np

import pandas as pd

from sklearn.linear_model import LinearRegression

In [3]:

boston = load_boston()

df_boston = pd.DataFrame(boston.data, columns=boston.feature_names)
df_boston['target'] = pd.Series(boston.target)
df_boston.head()

Qut[3]:
CRIM ZN INDUS CHAS NOX RM AGE DIS RAD TAX PTRATIO B LS
0 0.00632 18.0  2.31 0.0 0538 6575 652 4.0900 1.0 296.0 15.3 396.90
1 002731 00  7.07 0.0 0469 6.421 789 49671 2.0 2420 17.8 396.90 !
2 002729 00 7.07 0.0 0469 7.185 611 4.9671 2.0 242.0 17.8 392.83 .
3 0.03237 00 218 0.0 0458 6.998 458 6.0622 3.0 222.0 18.7 394.63
4 0.06905 00 218 0.0 0458 7.147 542 6.0622 3.0 2220 18.7 396.90 !
4

In [4]:

# 2122 HIOIEIe &2 HI0IEE XIEWMWE=C.

X = df_boston.loc[ : , 'CRIM':'LSTAT']

y = boston.target

print("&Ast, &Z& & GOl Al ", X.shape, y.shape)

sk, && A oolg A ¢ (506, 13) (506,)

In [5]:
#H A= MHESCZ 0~12 AIOIZ BH=D|

nor_X = MinMaxScaler().fit_transform(X)
nor_X.min(), nor_X.max()

Out[5]:
(0.0, 1.0)

g



In [6]:

ex_X = PolynomialFeatures(degree=2, include_bias=False).fit_transform(nor_X)
print( ex_X.shape, type(ex_X) )

(506, 104) <class 'numpy.ndarray'>

Yriztet £ 448 =, HIO|E LI+

In [7]:
X = ex_X # 2=
y = boston.target # ==

X_train, X_test, y_train, y_test = train_test_split(X, v,
random_state=0,
test_size=0.5)

# 500 = As =5

select = SelectPercentile(score_func=f_regression, percentile=50)
select.fit(X_train, y_train)
Qut[7]:
SelectPercentile(percentile=50,

score_func=<function f_regression at 0x000001F933582820>)
In [8]:

# st NEN HE

X_tr_selected = select.transform(X_train)

print( "X_train.shape:", X_train.shape)
print( "X_train_selected.shape", X_tr_selected.shape)

X_train.shape: (253, 104)
X_train_selected.shape (253, 52)
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import matplotlib.pyplot as plt



In [10]:

#HH# 0l S40| dEHZA=X =0l

mask = select.get_support()

print(mask)

plt.matshow(mask.reshape(1, —1), cmap='gray_r')

[ True True True False True True False False False True True False

True False False True False True False True True False True True
False True False False False True True True False False False False

True False True False True False True False True True True False

True False False False False False False False False False False True
False True False True True True False True True False True False
False False True True True False True True True False True False
False False False False False True True True False True True True
False True True False True False True True]

Out[10]:

<matplot!lib.image.AxesImage at Ox1f9361f1880>

HA S4S A8 M4, MU

In [11]:

Ir = LinearRegression()
Ir.fit(X_train, y_train)
print("& XA £

| t2 score(8ts) @ {:.3f}".format(Ir.score(X_train, y_train)))
print("& A

A
A2 score(HIAE): {:.3f}".format(Ir.score(X_test, y_test)))

JmJm

4
>
|
S

A EH A2 score(&&) : 0.969
MM EA AI2 score(HIA
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In [12]:

select = SelectPercentile(score_func=f_regression, percentile=50)
select.fit(X_train, y_train)

X_tr_selected = select.transform(X_train)

mask = select.get_support()



In [13]:

Ir1 = LinearRegression()

Ir1.fit(X_tr_selected, y_train)

X_test_selected = X_test[:, mask]
print(X_tr_selected.shape, X_test_selected.shape )

) - {:.3f}" . format(Ir1.score(X_tr_selected, y_train)))
=) ¢ {:.3f}" . format(Iri.score(X_test_selected, y_test)))

MelE e SH OAIS(SHEE) 1 0.930
MelE 92 S AZ(HAES) @ 0.758

« 0.66401 M MEHEI L2 EH(50%)E HH £, 450/ 0.7582 &= AS LT

1-1-2 & 7|8t E/d MEH

2112 0|E317)|

o N ohs Hileld REE A5 §He S2E8 HIIeM 7S sa8t 5450 1E
o S MEHO| AFEStE X2 &5 B2 XTHCZ M8 X ats ZEN &

o Y EZ|Q FAISH ZE2 feature_importance £ S XS &

o M REO| HOZeE EH2 TREE M=0 A8

o ZE J|Hto] £ MEI2 SelectFromModeld| 13 &0 QUS.

In [14]:

from sklearn.feature_selection import SelectFromModel
from sklearn.ensemble import RandomForestRegressor

In [15]:

select = SelectFromMode ! (RandomForestRegressor (n_estimators=100,
random_state=42),
threshold="median") # 1.25*mean, 0.75*mean

!

ok

4> rx ol
o 12 jo

« SelectFromModel2 JQIE HEEZYAE)ZE ALMEI SRE7L7[E
o AAXELCE ZE E%

o At 7tEkol £H40| JE—*i
_|

« E2[100712 2= 2HE

L E F7tgk(threshold='median")& LA X Z ALE.
|AE ER]7IE ALE.

=T MO

=)



In [16]:

select.fit(X_train, y_train)

X_train_I1 = select.transform(X_train)
print("X_train.shape :" , X_train.shape)
print("X_train_|1.shape :", X_train_|1.shape)

X_train.shape : (253, 104)
X_train_|1.shape : (253, 52)

In [17]:

#HH# Ol S40| JEHDIY =X &ol

mask = select.get_support()

print(mask)

plt.matshow(mask.reshape(1, —1), cmap='gray_r')
plt.xlabel ("S& #HS")

[False False False False False True False False
True False True True False True True True
False True False True False False False False
False False False False True False True True
True False False False False False False False
False False True False True True False True
True True True True False True True True
True True True True True False False True
True True False True True False True True]

Out[17]:

False False False True
False False True True
False False False False

True False True True

False False False False

True True True True
True True True False
True True False True

Text(0.5, 0, 'S4 #H3")
o 20 40 B0 B0 100
=§ﬁ {:l:-:-:-:-:l:l:‘:-:-:,_l:-:_:—:_:-:-:-:-
oo
In [18]:

# 52, HAE MOl HEt
X_train_I1 = select.transform(X_train)
mask = select.get_support()

X_test_I1 = X_test[:, mask]

Ir1 = LinearRegression()
Ir1.fit(X_train_I1, y_train)

print("e€8 4 A

print("€8 S

aA2 EM4 AI=Z(SelectFromModel-&'&) : 0.940
e EM AlZ(SelectFromModel-BHIAE) : 0.770

o 0.6640A MEH=l LB EMH(50%)E MEH =, d&
o 0.6640(A MEIEI UL EMH(50%)E M =, M5

o 29| Aot H| Wl &M SelectPercentile2

(‘D
|0
]
rx
m

0] 0.758 2 SFAE| QL

A A2 (SelectFromModel-8t&) « {:.3f}" . format(Ir1.score(X_train_I1, y_train)))
A At=2(SelectFromMode | -HIAE) : {:.3f}". format(Iri.score(X_test_I1, y_test)))

A& LI Ct.(SelectPercentile)

0] 0.7702 ¥4 & A& LICt.(SelectFromModel)
ot AELCH 450 F2



o A YHZ RE2 RS ALESIHK| Y2.(FL))

« B.ZE 7|EH HEH2 SIS B S ALE

o C.HEX EN MHE(iterative Feature Selection)0| A= £4 ME A|, Z+Z} CIE2 D EHZ ALE,
= StLt, £ S StLE MENSHR] B2 ”EHE Al”°H*1 O & ZUNK| SHLEY =7}
= =, 25 582 72 A|E5H0 O™ Z0| EW7tX| E45 St A A.

o D. M2 ZE ABSEE oFM AT %“ﬂ%ﬁ':f A4 H[EO] N BO| =Lt

=& £8 M7 (RFE:recursive feature elimination)7} 5L+ Bt

In [19]:

from sklearn.feature_selection import RFE

In [20]:

%%t ime

# RFE Bt=&HQI H0l HHE Soll £E2 LA™HO Y210,
R

select = RFE(RandomForestRegressor (n_estimators=100, random_state=42),
n_features_to_select=52)

select.fit(X_train, y_train)

# HEE E82 HAELILCH

mask = select.get_support()
plt.matshow(mask.reshape(1,-1), cmap='gray_r')
plt.xlabel ('S4 B5")

Wall time: 32.7 s

Out[20]:

Text (0.5, 0, 'E4 &15")

20 40 60 80 100

o
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. YT 2oLt DY J|ut SHECHEY MEo| LEoFY,
o CHE ZAE DE2 EHO| FEHEUHOICE CHA| SHESIE R 52 A3,
o O| ZCE Aot H D& 7|ut MEHHCE M @2 ZE,

In [21]:

X_tr_rfe = select.transform(X_train)
mask = select.get_support()

X_test_rfe = X_test[:, mask]



In [22]:

model = LinearRegression().fit(X_tr_rfe, y_train)

o {:.3f}" . format(model .score(X_tr_rfe, y_train)))
)+ {:.3f}".format(model.score(X_test_rfe, y_test)))

S ANZ(RFE-8t8) & 0.941
S AR(RFE-HIAE) : 0.799

(50%) , ‘450] 0.758 2 2 E| A S LICH (SelectPercentile)

o 0.6640 A MEH=I AL EY EME 5 o A
o 0.6640AM MEHEI AL EH(50%)E ME 2, d50] 0.7702 22| A& LT (SelectFromModel)
o 0.6640 A MEHEl AE EH(50%)E MEH =, 4&0] 0.7992 A E| Y& LICH(RFE)

=/ - -

e FEAZ HMYZYAE EM FQE 0|, RFE 0|83}0] =l Znt
= RFE > RandomForestRegressor £4 0| & > &4|& 0|8 =22 4.50| 0|7} QUAALY.

In [23]:

#H# RFENIA AIEE 222 =
model = LinearRegression().fit(X_tr_rfe, y_train)
print("F=& 24 HAE A 0 {:.3f}" . format(model.score(X_test_rfe, y_test)))

b
O

2 HAE H=+= 1 0.799



